APACHE ol H
Sp Qr ™ ﬁ\‘/v E)HUseEOpl:rI]HSo—LJJ—;Ice—;ﬁﬁl;e

Open Source Software Installation & Application Guide

O=2=NbUp

QEAA ADEQ0 FHAINME
Open Source Software Support Center




TT,

A
o}

-
10

il

™

-
10
<l

oK

K
Xl

A..

sy

= 0l Al

I 2
FAQ

=
=

6.

/.

W&

8.

CONTENTS



1. K <X
- LL APACHE
H SparK® 4
-
2N - =S HOIH M2 E RIS 24Xl HOIH 282 fIct EHS
« HOIH EXNE ?8t HUHZ Scala & Python X &
=0J= « U0l === ?letsQL xelJ| X &
o < o e SR ESZ UM OI0l XIEE D US
== « OISR LAEF | o STLAIAESW
ctOl & A S EH  Apache License 2.0 MEEXIE2E | « N/A
* X86 S8 ZZAlIA
o + B1GB 0|&2 ot =AI0
I1S8H & ©) ‘| ° :| Zt_
- HISE UOIH S4 2 W& Al2tet0l Ot s oA &
=&  Apache LicenseE THEIGI0, & 222 AL Al, HE QI 2HIOF L MG LS
« F <& ID: CVE-2018-8024
« o2& 5.4 MEDIUM(V3)
o FUAHE LA ST A= AR E L EOHHE’“"O_'—E’%& SIMEHERLIEHE s US
B OoFx|oF A - HiSEek 2130|”O§0*381|O|_,+LIE+3' HOIXE 2IR0M &2 X
« &) AZ: https://spark.apache.org/security.html#CVE-2018-8024
N3 AHHZLIEl |« Apache Software Foundation / Apache Spark Community
34 SHIOIXI * https://spark.apache.org
(B2 s Or=nNUP



2. )|

e Apache Spark =2 J|=

FO

J|

ale
oI

Amazon Web Service
Google Cloud Platform
Azure Cloud
YARN Cluster
Kubernetes
Docker

Apache Mesos Cluster

INFEIGES
INR!
A&
INE!
INEE
INEE
INEE

IR

AAAAAA

O==nNUp



2. )|

E ol =4 2

E X|
= o

SHOIOIE M &

claA Mo
CH= & IOl E(TB)
2 As NE

I- H -I |:-||O|E.| '=‘/\—|

Apache Spark Apache Hive

Jt=(HDFS, AWS) @ Jt=(HDFS, AWS)

oIr
olr

HO
1n
= M
< or
o
>
or o
b
10 |0
HU  Hu
J
or o

4>
Al
-
0
4
Al
-
0

o
i
oir

H

ol
U
olr
In
o

Mysql

a

HOod O}
=

—/ B3

J

oIr

j

=Xt Xl K&

O==nNUp



SBaEne

3. AE A
-
« Windows, Mac, LinuxE X|& &
T= Windows Mac Linux
SZ AHEE INEZ] K& K&
=g 2dAHES IR K& N
Command Line Interface 1 %(?_4 =51 %] E’g%) Nk X<
Python NS ol s HEO SALEAFER Conda, VirtualEnv Conda, VirtualEnv

%08 ZE XN& HFHlw




NI= =Xt

OF

T

R
J|
o)

00

o[
=N
I

<l
K0

OF

oy

A
JI
10

040

ol
vl
el
)
0l

=il

(o]

LH

K

ull

=
KK

N

ol
>
il

oJ
o
K
bl

Q=N




41 X Itg &

.
- A ECIZE ANST=E B
-4.1.1(8P~9P)= (ict =
- ElXEXN H2 LU BHEES AEGH=E BT

-4.1.2 (10P~12P)= it £ Xl

R
i

nU>



io

spans

411 BAYIEZES AF26Hs E2(1/2)

B

 https://spark.spache.org0i &=

APACHE
Spq Download Libraries ¥ Documentation ~

- Download=E Z&!

Download Apache Spark™

1. Choose a Spark release: ] 3.3.0 (Jun 16 2022) V|

2. Choose a package type: | Pre-built for Apache Hadoop 3.3 and later v

3. Download Spark: spark-3.3.0-bin-hadoop3.tgz

4. Verify this release using the 3.3.0 sighatures, checksums and project release KEYS by
following these procedures.

- 3.Download Spark=s 2

O==nlr



4 AT LAE T —

:_co

411 BA BIETS AFREHE F2(212)

COMMUNITY-LED DEVELOPMENT
- "THE APACHE WAY"
f ApacHE

Projects People Community License Sponsors

We suggest the following site for your download:
https://dicdn.apache.org/spark/spark-3.3.0/spark-3.3.0-bin-hadoop3.tgz

Alternate download locations are suggested below.

It is essential that you verify the integrity of the downloaded file using the PGP signature ( .asc file) or a
hash ( .md5 or .sha* file).
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- brew install maven git

[j1@AL@1303436 ~]$ brew install maven git
Error: maven 3.5.2 is already installed
To upgrade to 3.5.4, run "brew upgrade maven’

Error: git 2.16.1 is already installed
To upgrade to 2.19.1, run "brew upgrade git’
[j1eAL01303436 ~]$ |}

« Linux®| &<, apt-geto = £
ts

munala armmsds caak Aransball mlh vaa @urana

:~$ sudo apt-get install git maven

[sudo] password for parallels:
Reading package lists... Done
Building dependency tree
Reading state information... Done
git is already the newest version (1:2.11.0-3+deb9ud4).
The following additional packages will be installed:

junit junit4 libaopalliance-java libasm-java libatinject-jsr330-

(B2 B 1 O==NUpm
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- git clone https://github.com/apache/spark

[J1@ALQ1303436 t]$ git clone https://github.com/apache/spark
Cloning into 'spark'...

remote: Enumerating objects: 298, done.

remote: Counting objects: 100% (298/298), done.

remote: Compressing objects: 100% (177/177), done.

remote: Total 578044 (delta 211), reused 121 (delta 121), pack-reused 577746
Receiving objects: 100% (578044/578044), 278.99 MiB | 1.72 MiB/s, done.
Resolving deltas: 100% (220591/220591), done.

Checking out files: 100% (14905/14905), done.

(B2 , 12 O==NU>
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- maven clean package -DskipTests

[INFO]

[INFO] Reactor Summary:

[INFO]

[INFO] Spark Project Parent POM 3.0.0-SNAPSHOT SUCCESS [

[INFO] Spark Project SUCCESS [ 472
[INFO] Spark Project Sketch SUCCESS [ 2255
[INFO] Spark Project Local DB ... ... SUCCESS [ 9.751
[INFO] Spark Project Networking SUCCESS [ 11.632
[INFO] Spark Project Shuffle Streaming Service SUCCESS [ 3.278
[INFO] Spark Project Unsafe +++ SUCCESS [ .580
[INFO] Spark Project Launcher .. ... SUCCESS [ <295
[INFO] Spark Project Core ... SUCCESS [02:52 min]
[INFO] Spark Project ML Local Library SUCCESS [ 28.580 s]
[INFO] Spark Project GraphX SUCCESS [ 42.384 s]
[INFO] Spark Project Streaming . ... SUCCESS [01:14 min]

' [INFO] Spark Project Catalyst SUCCESS [02:18 min]
[INFO] Spark Project SQL SUCCESS [04:24 min]
[INFO] Spark Project ML Library ... SUCCESS [02:49 min]
[INFO] Spark Project Tools ... ... SUCCESS [ 6.061 s]
[INFO] Spark Project Hive .. ... SUCCESS [01:51 min]

B [INFO] Spark Project REPL SUCCESS [ 24.662

f [INFO] Spark Project Assembly SUCCESS [ 4.033
[INFO] Spark Integration for Kafka 0.10 ... SUCCESS [ 41.520
[INFO] Kafka @.10+ Source for Structured Streaming SUCCESS [ 41.365
[INFO] Spark Project Examples SUCCESS [ 39.729

[INFO] Spark Integration for Kafka 0.10 Assembly SUCCESS [ 4.075

E [INFO] Avro 3.0.0-SNAPSHOT SUCCESS [ 35.092
[INFO]

[INFO]
[INFO]

| [INFO] Total time: 21:18 min
[INFO] Finished at: 2018-10-30T19:39:45+09:00
[INFO]
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- https://www.oracle.com/technetwork/java/javase/downloads/index.html

-Java SE 8 &N & X|

Java SE 8u191 / Java SE 8u192
Java SE 8u191/ Java SE 8u192 includes important bug fixes. Oracle strongly recommends that

all Java SE 8 users upgrade to this release.
Learn more »

JDK

= [nstallation Instructions
DOWNLOAD &

= Release Notes

= Oracle License

Infarmatinn llaar Manoial

- DOWNLOAD
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Java SE Development Kit 8u191

You must accept the Oracle Binary Code License Agreement for Java SE to download this
software.
Thank you for accepting the Oracle Binary Code License Agreement for Java SE; you may
now download this software.

Product / File Description
Linux ARM 32 Hard Float ABI
Linux ARM 64 Hard Float ABI
Linux x86
Linux x86
Linux x64
Linux x64
Mac OS X x64
Solaris SPARC 64-bit (SVR4 package)
Solaris SPARC 64-bit
Solaris x64 (SVR4 package)
Solaris x64
Windows x86
Windows x64

File Size
72.97 MB
69.92 MB
170.89 MB
185.69 MB
167.99 MB
182.87 MB
245.92 MB
133.04 MB
94.28 MB
134.04 MB
92.13 MB
197.34 MB
207.22 MB

Download
#jdk-8u191-linux-arm32-vfp-hfit.tar.gz
#jdk-8u191-linux-arm64-vfp-hfit.tar.gz
®jdk-8u191-linux-i586.rpm
®jdk-8u191-linux-i586.tar.gz
®jdk-8u191-linux-x64.rpm
#jdk-8u191-linux-x64.tar.gz
#jdk-8u191-macosx-x64.dmg
#jdk-8u191-solaris-sparcv9.tar.Z
#jdk-8u191-solaris-sparcv9.tar.gz
#jdk-8u191-solaris-x64.tar.Z
#jdk-8u191-solaris-x64.tar.gz
#jdk-8u191-windows-i586.exe
#jdk-8u191-windows-x64.exe
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[j1@ALQ1303436 ~]$ brew cask info java
java: 11.0.1.13

https://jdk.java.net/
/usr/local/Caskroom/java/1.8.0_162-b12,0da788060d494f5095bf8624735fa2fl (247 .4MB)
From: https://github.com/Homebrew/homebrew-cask/blob/master/Casks/java.rb

==> Name

OpenJDK

==> Artifacts

« Linux2 &<, AptitudeE Soii A & Xl
apt{Eﬁde 0.8.7 @ debian-gn
v --\ java-compiler <none> <none>
- Packages which depend on java-compiler (7)
--\ Versions of java-compiler (4)

.

gcj-6-jdk 6.3.0-18+deb9ul
openjdk-8-jdk 8ul71-bll-1~deb9ul
openjdk-8-jdk 8ul8l-bl3-1~deb9ul
gcj-jdk 4:6.3.0-4

(B2 - 16 O==nNUm



[j1@AL@1303436 ~]$ java -version

java version "1.8.0_162"

Java(TM) SE Runtime Environment (build 1.8.0_162-b12)

Java HotSpot(TM) 64-Bit Server WM (build 25.162-bl12, mixed mode)
[J1@ALO1303436 ~]$ javac -version

javac 1.8.0_162

[j1eAL01303436 ~1$ |}
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- bin/spark-shell

seojh@linuxgeek:~/spark3.3.0/spark-3.3.0-bin-hadoop3/bin$ ./spark-shell

Setting default log level to "WARN".

To adjust logging level use sc.setLoglLevel(newlLevel). For SparkR, use setLogLevel(newLevel).
22/16/13 16:11:08 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform...
using builtin-java classes where applicable

22/10/13 16:11:08 WARN Utils: Service 'SparkUI' could not bind on port 4040. Attempting port 4041.
Spark context Web UI available at http://linuxgeek:4041

' (master = local[*], app id = local-1665645068754).

1

Spark context available as 'sc
Spark session available as 'spark'.

Welcome to

S (SRR ' O

NN N

T e R B G T A version 3.3.0
/_1

Using Scala version 2.12.15 (Open]DK 64-Bit Server VM, Java 1.8.0 342)
Type in expressions to have them evaluated.

Type :help for more information.
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« Spark2 J|=2& 2 2 Scala, Python _12|J RS
INE!
- Scala CLI
- bin/spark-shell

seojh@linuxgeek:~/spark3.3.0/spark-3.3.0-bin-hadoop3/bin$ ./spark-shell

Setting default log level to "WARN".

To adjust logging level use sc.setlLoglLevel(newLevel). For SparkR, use setLogLevel(newLevel).
22/10/13 16:11:08 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform...
using builtin-java classes where applicable

22/106/13 16:11:08 WARN Utils: Service 'SparkUI' could not bind on port 4040. Attempting port 4041.
Spark context Web UI available at http://linuxgeek:4041

Spark context available as 'sc' (master = local[*], app id = local-1665645068754).

Spark session available as 'spark'.

Welcome to

| e/ |

ALAWE Y T

A S X ey R [ f NN version 3.3.0
/_/

Using Scala version 2.12.15 (OpenJDK 64-Bit Server VM, Java 1.8.0_342)

Type in expressions to have them evaluated.

Type :help for more information.

O==nNUp
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Python CLI
- bin/pyspark

seojh@linuxgeek:~/spark3.3.0/spark-3.3.0-bin-hadoop3/bin$ ./pyspark

Python 3.10.4 (main, Jun 29 2022, 12:14:53) [GCC 11.2.0] on linux

Type "help"”, "copyright", "credits" or "license" for more information.

Setting default log level to "WARN".

To adjust logging level use sc.setlLoglLevel(newLevel). For SparkR, use setLoglLevel(newLevel).
22/10/13 16:13:03 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform...
using builtin-java classes where applicable

22/10/13 16:13:04 WARN Utils: Service 'SparkUI' could not bind on port 4040. Attempting port 4041.

Welcome to

P (R Y A7 S

o, Y USR8 ¥ (S Mt T

) e e AN S T Y AR version 3.3.0
/_/

Using Python version 3.10.4 (main, Jun 29 2022 12:14:53)

Spark context Web UI available at http://linuxgeek:4041

Spark context available as 'sc' (master = local[*], app id = local-1665645184737).
SparkSession available as 'spark'.

>>>

4
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- bin/sparkR

-

[j1@ALQ1303436 spar! .3.2-bin-hadoopi.7]$ bin/sparkR

R version 3.5.1 (2018-07-02) "Feather Spray"
Copyright (C) 2018 The R Foundation for Statistical Computing
Platform: x 64-apple-darwinl8.0.0 (64-bit)

R &,

e’
Natural language support but running in an English locale

R is a collaborative project with many contributors.
Type 'contributors()' more information and
‘citation()' on how to cite R or R packages in publications.

'demo()"' ndnid
"helpQ)' Nt Y3
'help.start()' T HTML ~
90" & AN R

Launching java with spark-submit command /Users/jl/local/src/spark-2.3.2-bin-hadoop2.7/bin/spark-submit "sparkr-shell" /var/folders/78/640_t8sj2ys6wz4251pv@bz40000gn/T//Rtmp4FeniZ/backend_port43a731
ad46ea

2018-10-30 21:19:40 WARN Nati a S - Unable to load native-hadoop library for your platform... using builtin-java classes where applicable

Setting default log level to "

To adjust logging level use sc. thoJLchl( Level). For SparkR, use setLoglLevel(n evel).

Welcome to

version 2.3.2

SparkSession available as '>park'
EHERPTT - WEAvE—

1: Setting LC_COLLATE failed, using "

2: Setting LC_TIME failed, using "C

3: Setting LC_MESSAGES failed, using "C"
4: Setting LC_MONETARY failed, using "C"

- 25 O==NUp




Spa

i — o)
S

Scala CLIZ PI 2= 2ol= Ol Al

Als

Using Scala version 2.11.8 (Java HotSpot(TM) 64-Bit Server VM, Java 1.8.0_162)
Type 1n expressions to have them evaluated.
Type :help for more information.

scala> val NUM_SAMPLES = 100
NUM_SAMPLES: Int = 100

scala> val count = sc.parallelize(l to NUM_SAMPLES).filter { _ =
I val x = math.random
I val y = math.random
| xX*x + y*y < 1
| }.count()
count: Long = 79

scala> println(s"Pi is roughly ${4.0 * count / NUM_SAMPLES}")
P1 is roughly 3.16

scala> ||

i

4

- 26
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- bin/spark-submit run-example
org.apache.spark.examples.SparkPi 10

[71@AL@1303436 spark-2.3.2-bin-hadoop2.7]s

[j1@AL@1303436 spark-2.3.2-bin-hadoop2.71% bin/spark-submit run-example org.apache.spark.examples.SparkPi 10

2018-10-30 :17:29 WARN NativeCodel oadufidmambiighhinitekaadeiahiitnbadonBuluik fas ahabfons using builtin-java classes where applicable
2018-10-30 :17:29 INFO SparkContext:54 - Running Spark version 2.3.2

2018-10-30 :17:29 INFO SparkContext:54 - Submitted application: Spark Pi

2018-10-30 o 7 INFO SecurityManager: Changing view acls to: jl

2018-10-30 :17: INFO SecurityManager: Changing modify acls to: jl

2018-10-30 21:17: INFO SecurityManager: Changing view acls groups to:

2018-10-30 21:17: INFO SecurityManager: Changing modify acls groups to:

2018-10-30 21:17: INFO SecurityManager: SecurityManager: authentication disabled; ui acls disabled; users with view permissions: Set(jl); groups with view permissions: Set(
y permissions: Set(jl); groups with modify permissions: Set()

2018-10-30 21:17:29 INFO Utils:54 - Successfully started service 'sparkDriver' on port 53767.

2018-10-30 :17:29 INFO SparkEnv:54 - Registering MapOutputTracker

2018-10-30 b 7 INFO SparkEnv:54 - Registering BlockManagerMaster

2018-10-30 b 7 INFO BlockManagerMasterEndpoint:54 - Using org.apache.spark.storage.DefaultTopologyMapper for getting topology information
2018-10-30 b4 7! INFO BlockManagerMasterEndpoint:54 - BlockManagerMasterEndpoint up

2018-10-30 bl 7 INFO DiskBlockManager:54 - Created local directory at /private/var/folders/78/640_t8s7j2ys6wz4251pv@bz40000gn/T/blockmgr-08b9a3dS-8ed1-4119-a8a8-43a52044eedf
2018-10-30 A7 INFO MemoryStore:54 - MemoryStore started with capacity 366.3 MB

2018-10-30 21:17:29 INFO SparkEnv:54 - Registering OutputCommitCoordinator

2018-10-30 217 INFO 1l0g:192 - Logging initialized @1989ms

2018-10-30 21:17:30 INFO Server:351 - jetty-9.3.z-SNAPSHOT, build timestamp: unknown, git hash: unknown

2018-10-30 21:17:30 INFO Server:419 - Started @2079ms

2018-10-30 o ) INFO AbstractConnector:278 - Started ServerConnector@56193c7d{HTTP/1.1,[http/1.1]}{0.0.0.0:4040}

2018-10-30 37 Utils:54 - Successfully started service 'SparkUI' on port 4040.

-

2018-10-30 iz TaskSetManager:54 - Finished task 8.0 in stage 0.0 (TID 8) in 41 ms on localhost (execu driver) (10/10)
2018-10-30 21: TaskSchedulerImpl:54 - Removed TaskSet 0.0, whose tasks have all completed, from pool
2018-10-30 : DAGScheduler 54 - ResultStage @ (reduce at SparkPi.scala:38) finished in 0.936 s

gweduler:54 - Job @ finished: reduce at Spar .scala:38, took 1.047706 s

AoseraelConnector:318 - Stopped Spark@56193c7d{HTTP/1.1,[http/1.1]}{0.0.0.0:4040}
2018-10-30 SparkUI:54 - Stopped Spark web UI at http://192.168.0.16:4040
2018-10-30 i MapOutputTrackerMasterEndpoint:54 - MapOutputTrackerMasterEndpoint stopped!
2018-10-30 17 32 INFO MemoryStore:54 - MemoryStore cleared
2018 10-30 21:17:32 INFO BlockManager:54 - BlockManager stopped

857 O==nNUp
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bin/spark-submit--classorg.apache.spark.examples.SparkPiexamples/jars/s
park-examples_2.11-2.3.2.jar10

[jl@AL@l3®3436 spark-2.3.2-bin-hadoop?2. /|$ bin/spark-submit --class org.apache.spark. examples SparkP1 examples/jars/spark-examples_2.11-2.3.2.jar 10

2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
2018-10-30 21:
y permissions:
2018-10-30 21:

2018-10-30 21:
2018-10-30 21:
2018-10-30 21:

2A10 40 N0 N4

P1 is roughly

2018-10-30 21:
2018-10-30 21:
2018-10-30 21:

:02 WARN
:02 INFO
:02 INFO
:03 INFO
:03 INFO
:03 INFO
:03 INFO
25:03 INFO

NativeCodeloader 02 = UG Te "CU TOUU TIUCLVE=TIOUO0p LUl Uiy 1Ol yOuI PLucioi. . - Ustig DUt T avu CLusses whier e UppLicaoie
SparkContext:54 - Running Spark version 2.3.2

SparkContext:54 - Submitted application: Spark Pi

SecurityManager:54 - Changing view acls to: jl

SecurityManager:54 - Changing modify acls to: jl

SecurityManager:54 - Changing view acls groups to:

SecurityManager:54 - Changing modify acls groups to:

SecurityManager:54 - SecurityManager: authentication disabled; ui acls disabled; users with view permissions: Set(jl); groups

Set(jl); groups with modify permissions: Set()

25:03 INFO

25:05 INFO
25:05 INFO
25:05 INFO

A .o Tarn

Utils:54 - Successfully started service 'sparkDriver' on port 54368.

TaskSetManager:54 - Flnlshed task 9.0 in stage 0.0 (TID 9) in 47 ms on localhost (executor driver) (10/10)
TaskSchedulerImpl:54 - Removed TaskSet 0.0, whose tasks have all completed, from pool

DAGScheduler:54 - ResultStage @ (reduce at SparkPi.scala:38) finished in 0.881 s

SAGSehaduler:54 - Job @ finished: reduce at SparkPi.scala:38, took 0.937856 s

3 14@97114@971141

25:05 INFO
25:05 INFO
25:05 INFO

AustructConnector:318 - Stopped Spark@1al5b789{HTTP/1.1,[http/1.1]}{0.0.0.0:4042}
SparkUI:54 - Stopped Spark web UI at http://192.168.0.16:4042
MapOutputTrackerMasterEndpoint:54 - MapOutputTrackerMasterEndpoint stopped!
MemoryStore:54 - MemoryStore cleared

- 28 O==NUp
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C HRFASAMIYUS AT O, U= 20 M 2018 4 S

[J1@AL@1303436 spark-2.3.2-bin-hadoop2.7]$ bin/spark-shell
2018-11-09 13:49:27 WARN NativeCodelLoader:62 - Unable to load native-hadoop library for your p

Setting default log level to "WARN".
To adjust logging level use sc.setloalesvalnewlaval Ear SnarkR, use setlLoglLevel(newlLevel).

Spark context Web UI available at http://10.129.226.88:4040
'sc' (master = local[*], app id = local-1541738974164).

Spark context available as
Spark session available as 'spark’.

SIS A o
P ol AT
VAN L SINGN version 2.3.2

s P et

Using Scala version 2.11.8 (Java HotSpot(TM) 64-Bit Server VM, Java 1.8.0_162)

Type in expressions to have them evaluated.
Type :help for more information.

scala> l

o
c
[
i
Jo
o
!
i
0
00
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o
o
0
I
r0
P
Iy
1%
10
o
>
m
I
H
2
I
rr
for
™

Jobs | Stages Storage  Envionment  Executors Spark shell appiication Ul

Spark Jobs (?

» Event Timetine

Completed Jobs (6)

Jobid + Description Submitted Duration Stages: Succeeded/Total Tasks (for all stages): Succeeded/Total

s count i <comsoe21 2081109 183201 o1s S —
count at <console>:27

. rocic o <cons>25 20181108 143007 1 " T T —————]
recuce at <console>:25

: et comom 20 wenion ezosn ors m —_—
collect at <console>:26

2 cotect at <console>25 20811109 162532 sms " ———— ————————
collect at <console>:25

' oo t <console25 2onwrion 6129 21ms " .
reduce at <consoie>:25

0 recuce a cconsole> 25 200811708 191124 058 " e EERE}ETE
teduce at <consoie>:25

;2 Or= nU>
LY
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5.6 2LIEHE UI

-

o

- Event Timeline=

ol =
A O

ot™, & Xl Executors)}t O

@ SHEH=X ol &

APACHE

Sp"‘c"ﬁz i Jobs  Stages Storage  Envionment  Executors

Spark Jobs (7

Total Uptime: 60 min
Scheduling Mode: FIFC]
Completed Jobs: 6
~ Event Timeine
Executors
0 Addea
88 Removed
Jobs
@8 Succeeded
B Faies
Running
1350 1355
Fri 9 November
Completed Jobs (6)
Jobid ~ Description
5 count at <console>:27
count at <console>:27
4 recuce at <console>:25
recuce at <console>:25
3 codect at <console»26
cosect at <console>26
2 colect at <console>25
comect at <console>25
1 reduce at <console>:25
recuce at <console>:25
0 reduce at <console>25

reduce at <consoie>25

Submitted
2018/11/09 14:32:01

2018/11/09 14:30:07

2018/11/09 14:26:49

2018/11/09 14:25:32

2018/11/09 14:11:29

20181109 14:11:24

Duration
o7s

14:10 1a:15

"

"

"

n

"

Spark shell appiication Ut

14:20 1425 1430

Tasks (for all stages): Succeeded/Total
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5. )= A | spaic
SLIHE UI
- Description2 2 2&/0tH, il d 20l HHE &

2t SHHE LI JBOR B0 S

- DAG Visualization

®  ® ) sparkshell-Details for Job0 X+
| € 5 ¢ 0 O wocahostaoaojobsiobzd * B0oveBBODRD oon >@cnolg:

Sporix e Jobs = Stages  Storage  Environment  Executors

Spark shell application Ul

Details for Job 0
Status: SUCCEEDED
Completed Stages: 1
~ Eve oline
Enable zooming
Executors
I} Added

Removed PR
Stages

Completed

Failed

Active

.
15 20 25 30 35 40 45 50 55 0 5 10 15 20 25 30 35 40 45 50 55 0 5 0
30 October 21:30 30 October 21:31 30 October 21:32
Stage @
parallelze.
Stageld ~ Description Submitted Duration Tasks: Succeeded/Total Input Output Shuffle Read Shuffle Write

0 reduce at <console>:32 scotalls 2018/10/30 21:32:08 07s .. toconoo0

O==nlr
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5.6 2LIEHE UI

H

- Stages &2 Job=0| & X &M

Completed Stages: 7
Completed Stages (7)
Stageid ~

6
5
4
3
2

Stages for All Jobs

Jobs  Stages Ml Storage

Description

count at <console>:27
reduce at <console>:25
collect at <console>26
map at <console>:26
collect at <consoie>:25
reduce at <console>:25

reduce at <consoie>:25

Environment

Executors

‘Submitted

+detalls 2018/11/09 14:32:01
+deta

= 2018/11/09 14:30:07

+detalls 2018/11/09 14:26:49

5 2018/11/09 14:26:49

+dotalls 2018/11/09 14:25:32
“dotails 2018/11/08 14:11:29

+details 2018/11/08 14:11:24

&l

07s
1s

57 ms
64ms
75ms

15ms

01s

Spark shell appiication Ul

13008
13008

Q=N
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5.6 2LIEHE UI

Soar

« DescriptionsS =2

ol =
M O

04

H off & Stage0fl CHSt

NI

= = A
StEAEE = =

Sds Jobs | Stages.

Details for Stage 0 (Attempt 0)

Total Time Across ANl Tasks: 0.3 5
Locality Level Summary: Process locat 8

~ DAG Visualization

» Show Additional Metrics
~ Event Timeline

ariver / locanost

T625 630 635

Storage  Environment

fuler Detay B Executor Computng Time 1 Getting Result Time
B Task Deserialization Time Shuffle Write Time
AL W Result Seriaization Time

540 645
141124

‘Summary Metrics for 8 Completed Tasks

Metric Min

Duration 3sms

GG Time oms

~ Aggregated Metrics by Executor

Executor ID Address

anver 10.129.226,88:56543
Tasks (8)

Index & 0 Attempt Status

0 0 0 SUCCESS
1 1 0 SUGCESS
2 2 0 SUCCESS
3 0 SUGCESS

Executors.

25th percentile
36ms
oms

675 630 685
Median
3Bms
oms
Total Tasks Failod Tasks
8 0
Executor ID Host
driver localhost
driver focalnost
driver localhost
driver focalhost

Killod Tasks

Launch Time.

201811709 14:11:24
2018/11/09 14:11:24
2018/11/09 14:11:24
201811709 14:11:24

75th percentile
% ms
oms

o1s

97 ms
97 ms
97 ms

Spark shell application Ul

730 735 740 745
Max
% ms
oms
Blacklisted
faise.
GC Time. Errors

O==nlrm



= A |
56 2LIHE UI
« Storage B2 0iY AT SHAHIIAIESH L JA= HE2I2A LA

B

Sp‘or 2 T Jobs Stages Storage  Environment  Executors  SQL Spark shell application Ul
Storage
" "RDDs
RDD Name Storage Level Cached Partitions  Fraction Cached Size in Memory Size on Disk
In-memory table one Memory Deserialized 1x Replicated 8 100% 35208 0.0B
. .*Scan.JDBCRelation(projects). [numPartitions=4] [id#16 name#17 website#18] ReadSchema: ... -.-Memory Deserialized 1x Replicated..- - 4.. .:100% . 2.7-KB.. .-00B s
_Struct<id:int,name:string website:string> _ S = % =
In-memory table two Memory Deserialized 1x Replicated 8 100% 2.1KB 008
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5.6 2LIEHE UI

APACHE

Environment &2
=
Jobs Stages Storage Environment Executors

Environment

Runtime Information
Name
Java Version
Java Home
Scala Version

Spark Properties

Name

spark.app.d

spark.app.name

‘spark ariverhost

‘spark drtverport
‘spark.executorid

spark.home

spark jars

‘spark master
‘Spark.repl.ciass.outputDIc
spark repl.class.url
spark.schedulecmode
spark.sq.catalogimplementation
spark.submit.deployMode
‘spark.ut showConsoleProgress

System Properties
Name
SPARK_SUBMIT
awt.tookit
fle.encoding
fle.encoding.pkg
fle.separator
ftp.nonProxyHosts
gopherProxySet
http.nonProxyHosts
Java.awt.graphicsenv
Java.awt printeriob
Java.class.version
Java.endorsed.dirs

Java.extdirs

DO:|

sl

—

=

Oli

Spark shell application Ul

Value
1.8.0_162 (Oracte Corporation)

MrarylJaval

£.0_162.jaK/C

version 2.11.8

Value
local-1541738974164

Spark sheil

10.120.226.88

56542

ariver
IUsers/Viocal/sre/spark-2.3.2-Din-hadoop2.7

localf’]

‘spark://10.129.226.88:56542/classes
FIFO

Value

e

‘Sun.wawt.macosx LWGToolkit
UTF-8

sunio

/
locall"locall169.254/16.169.254/16
false
focall"locall169,254/161",169.254/16
‘sun.awt.CGraphicsEnvironment
sun.wawt.macosx GPrinterJob

520

Arary/ds 8.0_162.joK

Users/iL brary/d 8016 by Java/Exte
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APACHE

« Executors8= 2kl SHAHE Adot= JHIS2 EE=S 20HS
=0T =2 = i = o o =2—1 s = — =
Sporfz ey ore Jobs Stages Storage  Envionment = Executors  SQL Create template for http_call_dump application Ul
Executors
Summary
RDD Blocks Storage Memory Disk Used Cores Active Tasks Falled Tasks Complete Tasks Total Tasks Task Time (GC Time) Input Shuffle Read Shuffle Write Blacklisted
Active(3) 0 008/12G8 008 2 0 0 15 15 4s(0ms) 008 008 008 0
Dead(0) 0 008/008 008 [ 0 0 0 0ms ©ms) 008 008 008 0
Total(3) 0 00B/12GB oo 2 o 0 15 15 4s(0ms) 008 oo ooB 0
Executors
Show 20 $ entries Search:
Executor ID Address Status  RDD Blocks Storage Memory Disk Used Cores  Active Tasks Faled Tasks Complete Tasks Total Tasks Task Time (GC Time) Input  Shuffle Read Shuffle Write Logs
driver The Address of Driver 1:33047 Active 0 0.0B/384.1MB 008 [} 0 0 0 0 0ms (0 ms) 00B 008 008
1 The Address of Executor1 :32847 Active 0 0.08/384.1 MB 008 1 0 0 4 4 2s(0ms) 008 008 008 stdout
stderr
2 The Address of Executor2 :39499 Active 0 0.08/384.1 MB 008 1 0 0 " n 3s(Oms) 008 008 008 stdout
siderr
Previous 1 Next

Showing 1103 of 3 entries

Q=N



O==nNlrm



%= ,
. == 0l XAl e

park” 4
6.1 &8 CIOIH 24 #/»\//ﬁL>~/’
2

- MU0l stz 06H, =4
-0l L0IJt jsonEAICZ ME L A= people.jsonltZ =S 22 =

$ wget
https://raw.githubusercontent.com/hortonworks/data-tutorials/master/tutorials/hdp/dataFrame-and-

dataset-examples-in-spark-repl/assets/people.json
- 40 AtE6t)| ol /tmpLI2IEC| 2 0l
$ mv people.json /tmp
- Spark & &
$ bin/spark-shell
scala> // people.jsonll 2 = 210 =0 Al A2J/0t2t GIOIH £ DataFrameS Ei £ 21 &

scala> // DataFrame&tliiz HZoIH, A 2|2 Hl==olH HIOIEeE £3lot] SHI0IE

scala

>/ 2 = UAZHNH HG0 =22/&. L6, Spark0i Al DataFrameOlCist = HSE
N

HSscal a>// o) HE0 I #HE AsS JIUHE = U

0[O

scala> val df = spark.read.json("file:///tmp/people.json")

(B2 -39 Or=nNUP



6. =0l Al R 2

6.1 248 OOl =4

8
scala> // show() S E 0lEo &M=z (T OIOIEIE JeEX HHFHL=Z &#0ls = US
0

scala> // i 20012 HIOIE 2 SELI2 B0{=)| IS0 X HOIHE 2ol

scala> // ANt E0t= A2 HIEA oAl 232

Qj
~
40
ol
e
x

scala> df.show
scala>// & X SQLE At=Eot= A HdE HIOIEHS 2= 861, Selectol A = =S
A

scala> // Ol i &= show()E & =ot0d, OBt MU= Mel&l ) JeEAl &l

scala> df.select(df("name"), df("age") + 1).show()

scala> // filter&E@ 2 0 E AIE51H, SQL2 where?l 22 S UE JIUE = US
scala> // filter0il AtEot= UI0IH EI 2 &EIY U AsL2 2EHF

scala> df filter(df("age") > 21).show()

scala> // groupBy=E 0/ E06}04, U0l E E &0t L, count()E 2
scala> /] HEBE QIR & olet = US

scala> df.groupBy("age").count().show()

0K
ol

FOd, & Xl CIOI &2l 20|
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6. =20 N o

oarK” g
6.1 & & HOIeH =4 ;
.

scala> // & OIHOIEHE AN 24 MELAH HEocl=sYHEHoZ=
scala>//1. 2 &8 &€= H&
scala>// 2. HO|=2 EEiE M &

scala>// & = AS. A& L2 H&Hot= &
scala>// SEHZ R FOF G| =0l HIOI =22 e M&Eot= A2 =& scala>
cC=

/1 Xt =0l CtAl Spark=S 2 dotHE AlEE = A= HIOI= 2 MEE scala>
df.write.saveAsTable("people")
scala>// 0| H M&EE GIOIEHE CtAl 47| ®IoH Al table()ESHE &2 = US

scala> val people = spark.read.table("people”)

= 3% 0= US0 MelE ?Ioi A LAl HIOI S 2
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6. == 0l X s

ParK” < 4

6.1 24 UIOlEe =4

200
bash 81 java %2

scala> val df = spark.read.json("file:///tmp/people.json")

2018-10-30 21:45:48 WARN ObjectStore:6666 - Version information not found in metastore. hive.metastore.schema.verification is not enabled so recording the schema version 1.2.0
2018-10-30 21:45:48 WARN ObjectStore:568 - Failed to get database default, returning NoSuchObjectException

2018-10-30 21:45:49 WARN ObjectStore:568 - Failed to get database global_temp, returning NoSuchObjectException

df: org.apache.spark.sql.DataFrame = [age: bigint, name: string]

scala> df.show
| Ty St +
| agel name |
b
InullIMichaell
| 301 Andy |
| 191 Justinl
O o A +

scala> df.select(df("name"), df("age") + 1).show()
tomm———— fmm——————— +
name|(age + 1)I
o= 4rmmmm———— +
IMichaell
| Andy|
Justinl|

scala> df.filter(df("age") > 21).show()
+ + +
lage Iname |
R et bt
| 301Andy|

===t

scala> df.groupBy("age").count().show()
S +
| agelcount|




7. FAQ

e

Apache SparkQ| 22ctH, JI=Xd 2 HUM &= 4= JAUR?
Apache Spark2 2 IIXl 8ElZ R g = UA=0 .
Databricksct= 3IAM0HAM SZ%dl= HHIAE &Sol=
HortonworksLt Clouderall i Z0iol= XS <0liot= A

g2 = USLICL

e

2ol UL,

oz Jl=XNaE

ZEAaA I =
Ol ALZ2otHA XSHQ HJI EAEH=E 22 EGHA FsLUIL e HE
2AGHH, HHOCIZEE &Z6l0, HIE = H M XIctE g =Us
LIC}.
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<%

0 g &
Jar Java ARchive
CLI Command Line Interface
Python GIOIE 240 20l At EEl= ATEE AN
Scala Javall SHE 2 220l 2tE ME22 A
UI User Interface
R SHEA0 0l A EE= ATEE AN
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