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Background

Nagging Problems in Distributed Environments

» Data-intensive jobs

« Computation-intensive jobs

| have too many datfa | have foo many
fo process computafions fo process




http://www.coordguru.com

A Glance at Coord
Coord

« A Coordinating System for Large-scale Distributed Resources

« A Distributed Computing Platform for Large-scale Data Analyses

Giroup
Communication
Load
Balance

haster—Waorker
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Map-Reduce
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Thrust Coord into mainstream

Architectural Comparison

« dust: a distributed file system based on DHT

» coord spaces: a resource sharable store system based on SBA

« coord mapreduce: a simplified large-scale data processing framework
« warp: a scalable remote/parallel execution system

* graph: a large-scale distributed graph search system

Google/Hadoop Coord
Sawzall/Pi (ClowBase ) & [ oo
MapReduce coord mapreduce | graph
Bigtable/HBase coord spaces

GFS/HDFS
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Coord Internals

= A space-based architecture built on distributed hash tables
= SBA(Space-based Architecture)
» processes communicate with others thru. only spaces
= DHT(Distributed Hash Tables)
= data identified by hash functions are placed on numerically near nodes
= A computing platform to project a single address space on
distributed memories
= As if users worked in a single computing environment

App

coord coord |
L warp‘ mapreduce | space

Application

Service Communication Channel
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scatter

Coord myspace(“myspace”)
myspace.autoclean(false):
pair{string,string} msg = make_pair("server", "
myspace.write(msg)
msg = make_pair("client”, ")
myspace.take(msg):

cout {{ “[client]” {{ msg.second ({ endl:

( client
coord
server

I'm a client");

Coord scatter("myspaces");
scatter.autoclean(false):

pair{string,strings keyval;

for(int 1=0:1{1000:++) {
keyval = get_kvikeyval)

scatter.write(keyval):

}

- -—v" __“\..-
random keys

coond
lts own local key range

Coord myspace("myspace”)
myspace. aumclean{false]

pair{string,string} msg = make_pair("server’, ")
myspace.take(msg):

cout {{ "[server]" {{ msg.second {{ endl:

msg = make_pair(“client”, "I'm a server");

myspace.write(msg):

Coord gather("myspaces"):
gather.autoclean(false);

for(int i=0:gather.size()}05i++) {
Pairfstring,string} keyl-.‘ra_[ ITIEIkE I._.Ia”_{uu rm]

gather.take(keyval);

cout € keyval.first ({"=" {{ keyval.second {{ endl:




HOWTO Coord (cont'd)
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Coord master("worker.market"):

master.autoclean(false);

pair(string,string} task:

for(int i=0:i{tasks.size()ii++) {
task = make_pair("job", tasksli]):
master.write(task):

}

for(int i=0:i{tasks.size()ii++) {
pair{string,string) report = make_pair(tasksli], ""):
master take(report):
cout {{ "task = " {{ report.first {{ endl:
cout {{ report.second {{ endl:

workers's job results — |
v job

-

H e, J _JN"' o F
job result job EI job job

Coord worker("worker.market"):
worker.autoclean(false);

pair{string string} mytask = make_pair("job", ")

Tl

worker.take(mytask);
perform_taskimytask):

worker.write(mytask);

http://www.coordguru.com
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HOWTO Coord MapReduce

map shuffle reduce output

...03199801...1-01601... ....03199801...1-01601 ---) (1998,-16)

)

...03199810...1+00201 ... , ...03199810...1+00201 - (1998, 20) _

' 03199810...1+00101 . 03199810, 1400101 ) heeep (1998, 10) p=mwp \1998.[-16, 20, 101) (1998, 20) 1998, 20
)
]

) bee- ——-
' 99199901...1+00201 - 90199901 .1+00301 - (1999 30) (1999, {30, 101) (1999, 30) 1999, 30
99199901 ..1+00101 ., 99199901, .1+00101 - (1999, 10)

projection

¥

int YearTempMap::map(const char =key, const char =value) int MaxTempReduce::reduce(const char *key, vector<const
{ char => &values)

string missing = "9999"; {

string raw_data = value; int max_temp = INT_MIN;

if(raw_data.length(}<93) return 1; // skip wrong recordings

far(int i=0:i<values.size();i++) {
string year = raw_data.substr(15,4); max_temp = max(max_temp, atoi(values[il));

}

string temperature: .
if(raw_data[87]=="+") temperature = raw_data.substr(88,4); char flngl_max_temD[SO]:
else temperature = raw_data.substr(87,5); sprintf(final_max_temp, "%d", max_temp);

string quality = raw_data.substr(82,1), emit(key, final_max_temp):

if(temperature!=missing&& return 1;
guality. find_first_of("01459"}I=string::npos)
emit(year.c_str(), temperature.c_str());

return 1;
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Web Crawling Practice: NCDC Dataset

NCDC Dataset

« NCDC(National Climatic Data Center) is the world’s largest active
archive of weather data.

 This data is stored using a line-oriented ASCII format, in which each
line is a record.

« A sample dataset format as follows:

009372681399999 010107364+43630-116630FM-15+0740KEUL V0203301N002612200019N0O16093 1N 1+ 1-
00101999999ADDAG11999GF100991999999999999999999MA1102101999999MW1001REMMETOOSNEW
AO1;EQDQO1+000000PRSWM2

009372681399999 010108364+43630-116630FM-15+0740KEUL V0203001N003112200019N0160931N1+ 1-
00201999999ADDAG11999GF100991999999999999999999MA1102241999999MW1001REMMETOOSNEW
AO1;EQDQO1+000000PRSWM2

009372681399999 010109364+43630-116630FM-15+0740KEUL V0209999C000012200019N0160931N1+ 1-
00201999999ADDAG11999GF100991999999999999999999MA1102301999999MW1001REMMETOOSNEW
AO1;EQDQO1+000000PRSWM2

009372681399999 010110364+43630-116630FM-15+0740KEUL V0203201N002112200019N0160931N1+ 1-
00201999999ADDAG11999GF100991999999999999999999MA1102401999999MW1001REMMETOOSNEW
AO1;EQDQO1+00000QPRSWM2

Obseryation Date Air Temperature

COOra
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Web Crawling Practice: NCDC Dataset (cont’d)

How to Parallelize NCDC Crawlers

NCDC Crawler

fetch_files

get_year_list

get_file_list

master

for ncde_file_url in ncde_year_files:
necde_file = nede_file_url [nede_file_url.rfind (/)41 :1]

# write (year, ncdc_file_url) to coord
coord.write(str(vear), str(ncde_file_url))

-"'.I woet i
p"'

1....-)| wiet i
qn—-l-.,,_l Wget

legacy

for nede_file_url in nede_year_files:
nede_file = nede_file_url [nede_fila_url. rfind('/ '3 +1: ]

emd = 'woet -0 %s/%s %s' % (dir, nede_file, nede_file_url)
if not os.systam (cmd) == 0: sys.exit()

worker

for year in range(from _year, to_year):
# take (year, node_file_url) from coord

target_file_url = coord.take(str{year))

# fatch a target file taken from coord
dc = fetch('fetcher’, conf, yvear, year+1, 0, target_file_url)
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A Great Debate between MapReduce & RDBMS

RDBMS compared to MapReduce

Traditional RDBMS MapReduce from Hadoop - The Definitive Guide
Data size Gigabytes Petabytes

Access Interactive and batch Batch

Updates Read and write many times Write once, read many times

Structure Static schema Dynamic schema

Integrity High Low

Scaling Nonlinear Linear

Hybrid Systems of MapReduce & RDBMS

SAL Query
+ SQL o Reports, Analytics, Applications

MapReduce Job MapReduce SQL / ODBC / JDBC
apRe l#\ce of | SMS Planner P (saL/ /) ]
MapReduce
Job /
Master

-

MapReduce Servers oY ————
F k

ramewer Query planning &

[ JobTracker dispatch

Network

]nterconnect e

. ;
Segment DIV IIDIIDIIDIIDIID
s Servers

Feiwnir
/ as;l; wnhl _ R - @ 0 0 % 0 8 0 0 0
v nputForma “u Query processing &
"Node i " data storage = B R R

"Node
TaskTracker ( Ta: | Loader/Exporter Server Group
) — External
Database | | DataNode 2 3 Sources

Loading Aster nCluster Database

streaming, etc

HadoopDB Greenplum Aster Data

COOra
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lelize RDBMS
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ational Algebra Operations

* Unary Operations

COOra

* Projection

« Selection

* Aggregation

Count
Sum
Avg
Min
Max

* Group & Order

http://www.coordguru.com

projection selection

=

aggregation(proj) aggregation(selec)

[0

coun min count

group / order



Parallelize RDBMS (cont'd)

Relational Algebra Operations

* Binary Operations

* Set Operations

Union
Intersection

Difference

« Cartesian Product

* Join: selection + cartesian product

Theta join
Equijoin
Quterjoin
Natural join
Semijoin

Division

http://www.coordguru.com

difference
R-S

|

intersection
RNS
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Parallel Join Practice: MovieLens Dataset

MovielLens Dataset

MovielLens data sets are provided by the Grouplens Research Project
at the University of Minnesota
This data set contains 10,000,054 ratings and 95,580 tags applied to
10,681 movies by 71,567 users of the online movie recommender
service Movielens
The data are contained in three files:

* movies.dat

* ratings.dat

* tags.dat

* users.dat
Grouplens Research operates a movie recommender based on

collaborative filtering, MovielLens, which is the source of these data

COOra

rdguru

.com
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Parallel Join Practice: MovielLens Dataset (cont’d)

MovielLens Dataset Format

Movies.dat

* MovielD:Title::Genres
1::Toy Story (1995)::Adventure|Animation|Children|Comedy|Fantasy
2::Jumaniji (1995)::Adventure|Children|Fantasy

Ratings.dat

« UserlD::MovielD::Rating::Timestamp
1::616::5::838984941
2:110::5::868245777

Tags.dat

« UserlD::MovielD::Tag::Timestamp
15::4973:excellent!::1215184630
20::1747::politics::1188263867

Users.dat
* UserlD::Sex:Age
1::F::1::10::48067
2::M::56::16::70072
COOra
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Parallel Join Practice: MovielLens Dataset (cont’d)

2:1193::5::978300760
2:661::3::978302109
:914::53::978501968
::3408::4::973300275
1:2355::5::978824291

ratings.dat

map

. ratings:1::1193::5::+4)
ratings:1:661::3::)
, ratings:1::914::3::---)
,ratings:1::3408::4::---)
, ratings:1::2355:5::--)

661::James and the Giant..
914:: My Fair Lady..

1193::0ne Flew Over the.. ===
2355::Bug’s Life, A..

3408::Erin Brockovich.

movies.dat

. movies:661:James--)

. movies:914:My Fair---)
, movies:1193::0ne F--)
, movies: 2355::Bug's-)
, movies:3408::Erin B...)

map-
|

shuffle reduce

~,

p
{661,
[movies:661::James -,
ratings:1::661::3:1)
{2355,
[movies:2355::Bug's -,
Ratings:1::2355::5::-])
(3408,
[movies:3408::Erin B--,

daﬂngslﬁ&dﬂﬁ:d:“'ﬂ

1:James:3
1:Bug's:5
1, Erin:4

(1, James--}
1, Bug's:)
(1, Erin B--)

-

‘O

"
-
S

only

reduc?—only

==

int RatingsMap::map(const char «key, const char *value)

{

string tag = "ratings";

string tagged_value = tag + delim + value:

emit(key, tagged_value.c_str());

return 1,

int MoviesMap::map(const char *key, const char *value)

{

string tag = "movies";

string tagged_value = tag + delim + value:

emit(key, tagged_value.c_str());

return 1,

int RatingsMoviesJoinBeduce: reducelconst char =key, veclor< veclar<sliing> > &lokenized_values)
{

map<string.int> movies.
forlint i=0;i<tokenized_values._sizel);i++) {

string tag = tokenized_valueslil [tag_pos]:

ifltag==movies_tag) maovies|tokenized_values|i] [movies_mid_pos]]| = i;
¥

slringstream joined_value:
forlint i=0i<tokenized_values.sizel);i#+) {
string tag = tokenized_values[i] [tag_pos]:
if(tag==ratings_tag) {
joined_valug <<
tokenized values| movies[tokenized_values(il[ratings_mid_pos]]1[movies_mname_pos] << delim:
joined_value << lokenized_values[i][ratings_score_pos] << delim:

emititakenized_values|i][ratings_uid_pos].c_str(}, joined_value.strl}.c_str(}}:
joined_value. str("");

}

retum 1;
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Further Study in Parallel Join using MapReduce

Problems
* Need to sort

* Move the partitioned data across the network
* Due to shuffling, must send the whole data
« Skewed by popular keys

« All records for a particular key are sent to the same reducer

* QOverhead by tagging

Alternatives
* Map-side Join
« Mapper-only job to avoid sort and to reduce data movement across the
network
« Semi-Join

« Shrink data size through semi-join(by preprocessing)

COOra
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Improvements in Parallel Join

Map-Side Join

* Replicate a relatively smaller input source to the cluster

* Join - a relatively larger input source with the replicated dataset
Mapper: do Mapper-side Join

Semi-Join
« Extract - unique IDs in the other larger input source referenced in a larger input
source

Mapper: extract Movie IDs from Ratings records
Reducer: accumulate all unique Movie IDs
* Filter - the other larger input source with the referenced unique IDs
Mapper: filter the referenced Movie IDs from full Movie dataset
 Join - the larger input source with the filtered dataset
Mapper: do Mapper-side Join

Ratings records & the filtered movie IDs dataset

COOra
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Graph Search on Coord

Sample Graph Dataset & Its Graph

Z| AL, NHN)
T2HE Coord)
1, ICU)

T AL MHM)

T2 HE, Hadoop)
31, KAIST)

Z| AL BT | =)
23 E, Coord)
I 28 E, Hadoop)
sk, ICL)
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Graph Search on Coord (cont’d)

Progress in Graph Search
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_'_,_7 = = UCO.—A

+7] = Ji_IE_NI E <Coord=
_E441§3J§¢¢¢,ICU
~Z 2, 3 AF, NHN

- d

+<hHW=,  Coord
————Zl = 2 AF, KHN

—MHM , = AF, ’“
+=L}EF 2=, Coor

éi%
rArg

jw

|k
-

-

I:

S
oA
VU

=Ho
M JSk: 2
e

fal
&2

+

i

oA

i)

£l
=

AR
—
=
i
=
—

opl
s

—|_F|-R|'E,|- 2|
fazz | A=
[
———=NHN,
_Ao:||3'§| ERI_,
—a=0| & C>|'_J LEALS

+=Hadoop>, Coord
____7|

Cl_lu
I

|

i

AN

E
— o] bl
8:mﬂwow

Jad

il

) ID S A

=

Mz
=
-
=

e Reduction Rule
doop -if (A, 8t x) and (B, &t x) then (A, =%, B)

i
0

mﬁwﬂ

o STl

—

J

tl!z'l

ZHE

.
.
Il
N
_'l‘_ Sl

0al=40S EuA=Ho

E
|
o
_|
rol
Job

,Hadoop

A 3

-Hadoop, =2 &
+{—'—O|'7|E}- L

——|
=

o h

]
Mz =1k

05

o=

|

¥

F)
A
i)

C
——-L}
or

Eﬂﬁamﬂﬂu

2,
AL

————z| &, ZE 23 E Hadoop

+<KAIST>,  Coord
———-Z1 =3 F| Ab, NHHN
———-NHN, 3] A} ; 2o T
———zof & BE I kAIST

C <+{—1‘—04|R| =, Coard






Conclusion

COOra



http://www.coordguru.com

Coord Footprint

Coord Presentations

2008/2009 NHN DeView

2009 Korea Hadoop Community
2009 Samsung SDS

2009 SKC&C

Coord Applications & Community Activities

Coord+Lucene

e 2008 WoC(Winter of Code) Award - Coord+Lucene
¢ 2009 SNU Class - Coord+Lucene(2009 NHN DeView Presentation)

Distributed C Compiler
« 2009 BITComputer Project(by XID Team)

NaverLab OCR

« UGS

« Spam Wars (on-going)
COOra
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Future Works
Coord

« Use apache avro instead of gsoap
« Redesign & newly implement dynamic service framework
* Dynamic clustering
* Failover
* Integrate into filesystems, databases, and lucene as well as memory
Coord MapReduce
* Improve performance of dust, warp, mapreduce
* Failover
* Various machine learning algorithms
Coord DB
» Parallel RDBMS + MapReduce such as Greenplum, Aster, HadoopDB
* SQL support with guery optimization
COOra
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