27| 42 Hadoop 7|4t
HI|:1|0|E_1 Zai = o}7|Ellx] L £ Hio}

NIPA Open Frontier Lab
922t

chiwanpark@icloud.com



I Flamingo &4

e 00 y L_;Flammgo In Open Cloud £ X
~ C f [} flamingo.opencloudengine.org/login.do LTS CedI BN S =

)
z
5
g
[
3

About Flamingo

Apache Hadoop

Dashboard

Workflow Designer

Job Management

File System Management 4
Apache Hive Editor

Apache Pig Editor
Administration
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I HDFS Browser

HDFS 2| 2™H
- CldEa| #a|, o A2 E L2 E, Hive Metastore 22|

8 06 / || Flamingo In Open Cloud £ % '\ | -
& - C f [) flamingo.opencloudengine.org/login.do W SedDODEN S =

E Apache Hadoop HDFS Browser

Directory « File
Cluster Name: | Cloud Test Server v 2 [HCopy [ Move [4 Rename [ Delete | & Upload & Download 7 Refresh
a9/ F No. File Name File Size Timestamp Permission Replication
& lib
2] (9 sampll & Create
@ tmp
@ user A Rename

@ DJusr 5@ Delete
Egp Move
[[H Copy
& Upload

@ Information
72 Refresh

[ Create Hive DB From Path

lly Usage ' 5 Create Hive Table From Path

© Cluster was selected.

| | Apache Hadoop HDFS Browser

st © @ H | 10:44 AM



HDFS Browser

HDFSOl H&E Cl2Ea) =

rir
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ne
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€« - CH ‘(_D flamingo.opencloudengine.org/login.do ﬂﬂ M - 3 v AR oL v | N & =

5] Apache Hadoop HDFS Bro:
Directory
Cluster Name: | Cloud Test Sed | [~ B2sic
=y Name: output
@ (lib Path: ]/output
HOFS File ¢

System 1 3 © File
Browser

@ Directory Information

4,210,008,894
2014-02-22 16:28:57

Read Write Execute

[¥] Read Write [¥] Execute
Read Write [V] Execute

Block Size: 0 Disk Space Quota: -1 Disk Consumed 11.75 GB
Space:
Replication: 0 Number Of 0

) Directories:
Directory Quota: -1\ mber Of Files: 1835




I HDFS Browser

rk

HDFS2| It 22| 0|HS 7|55l == 22| A7t £8 mhEe| 0] =4 Jts

8 06 / [ Flamingo In Open Cloud £ % | e
& - C A [} flamingo.opencloudengine.org/login.do qi? 'H # t'ﬁ < é (v ] @ R\ og =

-] Apache Hadoop HDFS Audit Log 2| =3liX%

Cluster Name | Cloud Test Server v Start =3 | & Find | & Clear

User File System Type Path Size Date

admin HDFS Directory Joutput/samples 35,225,460 2014-02-24 10:48:13

admin HDFS Directory Joutput/samples/delicious 51,803,127 2014-02-24 10:48:09

admin HDFS Directory Joutput/samples/apache-oce 341,016,036 2014-02-24 10:47:45

admin HDFS Directory Joutput/samples/ankus 2,168,009 2014-02-24 10:47:38

admin HDFS Directory /samples » foutput 430,216,632 2014-02-24 10:47:28

admin HDFS Directory [folder 4,168,918 2014-02-24 08:21:14

Page 1 ofl| p Displaying 1-60of 6

stat @ (J B | [ Apache Hive Editor | Apache Hadoop HDFS Audit Log| | 10:46 AM




I Workflow Designer

H|o|E{ M WorkflowE DAG 7|tto 2 JLA5H0] &M
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e 00 =\
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] Workflow Designer

All Hadoop

Getw =eFEE=

MapReduoe Apache Py Apache Hive Python Numeric Nominal Certainty Min/Max Remove Apache
Statistics Statistics ~ Factorbased  Normaizaton  Characters Access To
(Distribution)  (Distribution) csv

Workflow «!  Hadoop Cluster: Cloud Test Server v |7 17. Unstructure To Structure

& & 2 (2 Description | [} New [=|Save [I3 Run | gl ShowxML | (1) Copy
@ 10. EM Clustering
@ 12. Content based Similarit
@ 13. User based Recommenc
(@ 14. Content based Recomm
@ 8. 1D3 Classification
@ 13. User based Recomment
@ 14. Item based Recomment
@ 15. Content based Recomm uima_seq
@ 11. CF based similarity for

@ 16. Case1 - Recommendati ¥ 2N
@ 18. Python
Q ikl
[Gedicel

SIqeLIBA MOUNJOM 2

@ 15.BASH 5]

@ 20. Fork UIMA To Sequence File
@ 21. Apache Access Log

@ 17. Unstructure To Structur

@ Apache Access Log To CSV

© Ready 10:47:10 AM

Start O (Y E | 4 Apache Hive Editor & Job Management ‘E] Workflow Designer | 10:47 AM




I Workflow Designer

7|20 A+E3IH MapReduce: 5815101 Workflow0fl 28 75

9 9 e / [ Flamingo In Open Cloud £ % '\ " — - - -8
& - C # [ flamingo.opencloudengine.org/login.do DRI - I A N & =

I,

Apache - i
Hadoop (=] Workflow Den?mr

Apache Py Apache Hive UIMA To Sequence File

,3

e IAR: | fiibyfl preduce-1.1-M2-SNAPSHOT-job.jar | Browse |

%</ Hadoop Cl

G 2 P Desci

@ 10. EM Clustering

@ 12. Content based Similarit

@ 13. User based Recommenc

@ 14. Content based Recomn’

@ 8. ID3 Classification

@ 13. User based Recommenc

@ 14. item based Recommen

@ 15. Content based Recomn

@ 11. CF based similarity for

@ 16. Casel - Recommendati:

@ 18. Python

@ 15.BASH

@ 20. Fork

@ 21. Apache Access Log

[ uima_sequence ‘

Rl

10:47:15 AM
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© Dashboard
Hadoop Cluster [] Auto Update
History Running Jobs
[ End [ Statwes All Workflow Name ‘4 Find &% Clear

Workflow Name Action Name Start End Elapsed Progress Status User

19. BASH End 0140224 10:45:00 20140224 10:45:02 0:02 | | @ Suecess admin

Python Test End 2014-02-24 10:45:00 2014-02-24 10:45:00 0:00 Success admin

17. Unstructure To Structure End 2014-02-24 10:45:00 2014-02-24 10:45:21 0:21 Suocess admin
Python Test End 2014-02-24 10:44:00 2014-02-24 10:44:00 2 Success admin

17. Unstructure To Structure End 2014-02-24 10:44:00 2014-02-24 10:44:23 : Success admin
15. BASH End 2014-02-24 10:44:00 2014-02-24 10:44:02 ;i Success admin

Python Test End 2014-02-24 10:42:00 2014-02-24 10:43:00 ! Success admin

15. BASH End 2014-02-24 10:43:00 2014-02-24 10:43:02 ! Success admin

17. Unstructure To Structure End 2014-02-24 10:43:00 2014-02-24 10:43:23 : Success admin
17. Unstructure To Structure End 2014-02-24 10:42:00 2014-02-24 10:42:22 : Success admin
19. BASH End 2014-02-24 10:42:00 2014-02-24 10:42:02 ! Success admin

Python Test End 2014-02-24 10:42:00 2014-02-24 10:42:00 ! Success admin

15. BASH End 2014-02-24 10:41:00 2014-02-24 10:41:02 2 Success admin

17. Unstructure To Structure End 2014-02-24 10:41:00 2014-02-24 10:41:21 : Success admin
Python Test End 2014-02-24 10:41:00 2014-02-24 10:41:00 i Success admin

17 Llnckenrbma Tr Ghncbiea End N1 4-N734 104000 INTANTTA 104N 5 i Cisrace admin

| Page |1 | of93| b B | Displaying 1 - 16 of 1475

stat @ @ H | [{w Dashboard | 10:43aM




| Workflow Dashboard

WorkflowLl] 7/ MapReduce Job OtC} £=3 Log, Configuration 9!

8 00 .4’ | "] Flamingo In Open Cloud £ ! D i ; ; i g "
«=>C N rD flamingo.opencloudengine.org/login.do 'i,'l?! [E] L« BN <4 ‘@ [ Y 8 =

17. Unstructure To Structure - WF_20140214_307740502

< bboard

‘ Job H Action
Hadoop Cluster

1
History Eui ‘

ctart Weorkflow 1D Action Name Start End

No. ] WF_20140214_307740502 End 2014-02-24 10:45:21 2014-02-24 10:45:21

WF_20140214_307740502 UIMA Application 2014-02-24 10:45:09 2014-02-24 10:45:21 = admin

WF_20140214_307740502 UIMA To Sequence File 2014-02-24 10:45:00 2014-02-24 10:45:09 H admin
Action Information admin

Action ID: 5123 Start: 2014-02-24 10:45:09 Elapsed: 0:12 EC

Job ID: 809275413 End: 2014-02-24 10:45:21 Status: Success admin
Workflow ID: WF_20140214_ 307740502 Action Name: UIMA Application admin
Log Path: /tmp/2014/02/24/64/308_20140224_104500_64_176163649/953552195/action. log admin

admin

d H Script & € i ” Log ” Error Message |

admin

admin

—
14/02/24 1@:45:21 INFO mapred.JobClient: org.apache.uima.5entenceAnnotation=9
14/02/24 H=H INFO mapred.JobClient: orﬁ.apache.uj.ma.TukenAnnutation:MBSD admin
14/02/24 10:45: INFO mapred.JobClient: Map-Reduce Framework

14/@2/24 18:45:21 INFO mapred.JobClient: Map input records=1 admin
14/02/24 H=H INFO mapred.JobClient: Physical memory {bytes) snapshot=232427520
14/02/24 10:45: INFO mapred.JobClient: Spilled Records=@

14/@2/24 10:45: mapred. JobClient: CPU time spent (ms)=401@ @D
14/02/24 H=H mapred.JobClient: Total committed heap usage (bytes)=185729824
14/02/24 145 mapred.JobClient: Virtual memory (bytes) snapshot=3334686848 admin
14/02/24 143 mapred.JobClient: Map input bytes=4833
14/082/24 18:45: mapred. JobClient: Map output records=1 admin
14/02/24 10:45:21 mapred.JobClient: SPLIT_RAW_BYTES=252

14/02/24 1@:45:21 INFO uima.UIMADriver: UIMADriver completed. Timing: 1@554 ms

admin

ng 1 - 16 of 1475

st @ @ H | 4 Dashboard | 10:43aM



I Job Scheduling

T A=l WorkflowES Batch Job2 2 S

€ eiiiier /| Flamingo In Open Cloud i % \s., = !‘

« - CH [_E] flamingo.opencloudengine.org/login.do ﬁﬁﬂ [E"] - I ARl v |

Register batch job

Job Information

Job Name: 4 i || select | Select 2 workflow to execute.

Cron Expression: |0 QXA ERN ‘ lg\ Schedule execution using Cron Expression.

Workflow Identifier: WF_20131125_199850452 Recently 2013-11-25 17:00:03 Identifier: 12
HOFS File Changed Date:

Author: admin
opnicd § ! Status Code:  REGISTERED

Workflow XML || Work Variables

%« | =

=

Apache
Hive
Editor JOB_20140.

<?xml version="1.0" encoding="UTF-8"7>
<workflow xmlns="http: //www openflamxngo.org/schema/workflow" workflowName="4. Normalization">
<descr1pt10n></descr1g
<start name="0G 2, descr1pt10n=“5tart“ t0="0G_4106_8"/>
<action name="0G_4106_8" description="Min/Max Normalization" to="0G_4106_5">
<mapreduce>
<jar>org.ankus:ankus-core:0.1</jar>
<className>Normalization</className>
<command>
<variable value="-input"/>
. <variable value—'/samples/ankuslclusterxng/KMeansllrls txt"/>
Pig 12 <variable value="-output"/>
Editor <variable value-"/output/20131128/04—01"/>
<variable val indexList"/>
<variable />
<variable 3 exceptmnlndexLlSt"h
<variable
<var1able us remalnAllerlds“/>

JOB 201402

18
%

JOB_2014(

HFPOOONONAWNR

Start @ H | 1) Apache Hive Editor & Job Management | 10:46 AM



I Apache Pig Integration
Apache PigE &2t4ll, Pig Latins S3ll 45t = H|0|g &M

[=]] Apache Pig Editor
History | Pig Script Pig Script Editor

Workflow Engine | Cloud Server w | Pig Script Name  Top Rating 100 |=]| save | (] Run

== Dumping a too large log file can take up all the storage space and causes a failure in the server
—= Therefore, we limit size of log Tiles.

A = LOAD '/samples/movielens/ratings.dat' Using PigStorage('”™')
AS{user:chararray, movie:chararray, rating:float, timestamp:long);

B = ORDER A BY rating DESC;

C = LIMIT B 1@8;

STO

RE C INTOD 'fnu put/movielens/s{dateFormat{'yyyyMMddHHmmss')}' Using PigStorage(',');

<

Hadoop Configuration Script Variable User Defined Function{UDF)

Value

() Ready



I Apache Hive Integration

Apache HiveE &¢t3ll, HiveQLS
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e
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=oll SQL= H|=

St

ot 12 2 H|O]E] £

& — C fi [) flamingo.opencloudengine.org/login.do

|1/ Apache Hive Editor
Database
Hive Server | Cloud Test Server
=3 Database
@ () bigdata_lab
@ (4 dbdbdb
# (4 db_t1
(4 db_t2
1 default
# |1 exampledb
) fstest
@ [ .4) heatalog
) lib
@ [ 1) movielens
# [ outout
@ (4 output
# [ 1) sampledb
@ ) test1

History \ Hive Query
Database default

st © @ H | [ Apache Hive Editor

Hive Query Editor

v % Hive Query Name

1 select x from apache_access limit 10000

COeSedO NS =

|=] Save | (&) Run

| 10:44 AM
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I Apache Hive Integration

® 00
e

Start

C fi

" || Flamingo In Open Cloud %

=2

|1/ Apache Hive Editor

Database
Hive Server | Cloud Test Server

3 Database

©euwH

@ [ bigdata_lab
(-4 dbdbdb

@ [ db_t1

@ [4) db_t2

@ [ default

# |1 exampledb

3 [ fstest

@ (9 heatalog

@ 4 lib

# (.4 movielens

# [ outout

@[3 output

# [ 1) sampledb

[ test1

«

v St

[} flamingo.opencloudengine.org/login.do

Execution ID

History \ Hive Query
[ End

Database

Hive Query Editor
[@  Status All
Qu...

v

Length

il Hed D@ S =

Elapsed

Status

REEE

(4 Find &b Clear
Start

20140224051053_566372834

default

2,866,415

005 @

Success

2014-02-24 09:10:54

20140224090536_533163063

Detail

Hive Query

Result

default

“«
Query result file size cannot exceed 5,242,880byte(s).

No

timesta...
20/Jan/...
20/Jan/...
20/Jany...
20/Jan/...
20/Jan/...
20/Jan{...
20/Jan/...
20/Jany...

{ | Page |1

| |14 Apache Hive Editor

remarks3

http:/fw...
http:/fw...

http:/fw...
http:/fw...
http:/fw...

http:/fw...
of100 | b |2

status
200
200
200
200
200
200
200
200

length
503
410
1084
503
503
503
400
503

sel...

31,529

agent

Mozilla/...
Mozilla/...
JIRA-6....
Mozilla)...
Mozilla/...
Mozilla/...

000 @

Javaf1.7...

Mozilla/...

Success

fison/st...
[rest/m...
[rest/ca...
fison/st...
fisonst...
fisonyst...

/plugins...

fison/st...

2014-02-24 09:09:37

Displaying 1 -2 of 2

218.148...
218.148...
222.122.

218.148...
218.148...
218.148...
222.122...
218.148...

Displaying 1 - 100 of 10000

| 10:44 AM



I Apache Hive Integration

Hive TableE Query& 10| Ul Ito= MM

e oi ‘iei' /| Flamingo In Open Cloud i % \S N\ "

€e->CalDb flamingo.opencloudengine.org/login.do ﬁf{“ HEE - s A ol v | N &

|1/ Apache Hive Editor
Database w<2\ ‘ - R
B Create Table
Hive Server | Cloud Test Server [
947 Database " Table Name:
() bigdata_lab J Comment: 2014-02-24 09:10:54
= (3 dbdbdb — Table Type 2014-02-24 09:09:37
=
@ 2 gaect @ Managed
HOFS File 5 909
System @ 5 test
Aroses @ (3 db.t1

Location

Displaying 1-2of 2

— Delimiter

: 3@ d.0 Field: Collection:
‘ﬁ 57 defauit
\

) 7 apache_access X Map Keys: I: Lines:

Apache & 51 bxbookrating )

E’::m @ 55 bxusers Column [ |
@ 55 employees jsonfst... 218.148...
- @ B rytable ‘ . 218.148..
0 @ 5 test 1 .. 222122,
B ves j . 218.148..
s L:a u) exampledb jsonfst.. 218.148...
Editor (3 fotest .. 218.148..
3] heatalog fplugins... 222.122...

& (4 lib
fjson/st... 218.148...
# |4 movielens
& () outout Displaying 1 - 100 of 10000
Sy © ox ||@ concel |

sat @ B H | [ Apache Hive Editor L Job Management | 11:01AM



I Monitoring

CHFSHE Monitoring 715 A3
- HDFS, Datanode Monitoring

806 / || Flamingo In Open Cloud £ % '\ |

& - C f [) flamingo.opencloudengine.org/login.do

ﬁ Apache Hadoop

wIRLSedO@N S =

EAESI=1ES

| Hadoop Cluster | Cloud Test Server | v [7] Auto Update

Namenode \\ Job Tracker \\ Hadoop Jobs |

HDFS Usage
20,000M

@ Capacity @ Remaining Size Bl Used Size
17,500M
15,000M

12,500M

10,000M

Datanode Health
15

Data Block Health

% Refresh

B Live Nodes Wl Dead Nodes

Time

@8 Corrupted Blocks [ Missing Blocks

st © @ H

| 10:43 AM



I Monitoring

JobTracker, Namenode & £ Hadoop Cluster2| Metrics A|S

8 06 / || Flamingo In Open Cloud £ % '\ |

& — C fi [) flamingo.opencloudengine.org/login.do

u Apache Hadoop

w il HedODENS =

Hadoop Cluster Cloud Test Server | v [7] Auto Update

‘ Namenode | Job Tracker | HadoopJobs |

JVM Heap

oM
| = Max Memory

8 used memory |

MapReduce

0

Job Statistics

8 Running Jobs @ Failed Jobs |

Task Trackers

0

| @ Total Maps W Total Reduces Running Maps B Running Reduces |

| 8 Total Trackers @ Blacklisted

st @@ H | [l Apache Hadoop

| 10:43 AM



I Monitoring

¢t MapReduce Job0]| gt Monitoring d £ A5

/ \ ]
8086 /f || Flamingo In Open Cloud £ % | e

€& - C fi [) flamingo.opencloudengine.org/login.do IR - I Ig OEa S

lh Apache Hadoop ? [=]1E=

Hadoop Cluster Cloud Test Server | [] Auto Update 2 Refresh

Namenode Job Tracker Hadoop Jobs
[ Show Hadoop jobs by type || Show enly running Hadeop jobs Q
No. Hadoop Job ID Hadoop Job Name Start Elapsed Status Hadoop User

job_ 201402221048 1896  UIMA Application : /li...  2014-02-24 10:45:11 0:06 Running

job 201402221048 1695  UIMA : Text To Sequ.. 2014-02-24 10:45:02 2014-02-24 10:45:08 0:06 Sucoess
job_201402221048_1694  UIMA Application : fli..  2014-02-24 10:44:12 2014-02-24 10:44:22 Sucoess
job_201402221048_1693 UIMA : Text To Sequ. 2014-02-24 10:44:02 2014-02-24 10:44:09 Success
job_201402221048_1692  UIMA Application : fli...  2014-02-24 10:43:12 2014-02-24 10:43:22 Sucoess
job_ 201402221048 1691  UIMA : Text To Sequ.. 2014-02-24 10:43:02 2014-02-24 10:43:09 Sucoess
job_201402221048_1690  UIMA Application : fli...  2014-02-24 10:42:11 2014-02-24 10:42:21 Success
job_201402221048_1689 UIMA : Text To Sequ. 2014-02-24 10:42:02 2014-02-24 10:42:09 Success
job_201402221048_1688  UIMA Application : fli...  2014-02-24 10:41:11 2014-02-24 10:41:20 Sucoess
job_ 201402221048 1687  UIMA : Text To Sequ.. 2014-02-24 10:41:02 2014-02-24 10:41:08 Sucoess
job_ 201402221048 1686  UIMA Application: fli...  2014-02-24 10:40:12 2014-02-24 10:40:21 Sucoess
job_201402221048_1685  UIMA : Text To Sequ.. 2014-02-24 10:40:02 2014-02-24 10:40:09 Success
job_201402221048_1684  UIMA Application : fli..  2014-02-24 10:39:11 2014-02-24 10:39:21 Success

job_201402221048_1683  UIMA : Text To Sequ.. 2014-02-24 10:39:02 2014-02-24 10:39:08 Sucoess

neaeaneaREneee
VEUUEUREURLUE

job_ 201402221048 1682  UIMA Application: fli...  2014-02-24 10:38:11 2014-02-24 10:38:21 Sucoess

job_201402221048_1681  UIMA : Text To Sequ.. 2014-02-24 10:38:02 2014-02-24 10:38:08 Sucoess

I
|

inh ?N14N2721N4R 1RRN_ LITMA Annlicatinn = /i N14-N2-74 103711 2N14-N2-24 10:37:7N Sivracs

stat @ @ H | ||k Apache Hadoop | 10:43aM



Monitoring

JobTracker, Namenode & £ Hadoop Cluster2| Metrics A|S

- _
8 06 / || Flamingo In Open Cloud £ % '\ |

w il HedODENS =

& — C fi [) flamingo.opencloudengine.org/login.do

. Job Management

Workflow Engine | Cloud Test Server | v | © New | [ Auto Update

JVM Heap @8 Max @ Total Free Scheduled Job Statistics @8 All Jobs @ Running Jobs
1,000M 4

2 (=Ex

2 Refresh

Job Key Job Name Schedule Start Next Fire Time Status
JOB_20140224_57 538094287 15. BASH [t 2 2014-02-24 09:32:15 2014-02-24 10:49:00 () RUNNING

JOB_20140223_64_406001513 17. Unstructure To Structure QXXX

2014-02-23 23:09:38 2014-02-24 10:43:00 () RUNNING

JOB_20140222_7_49571302 Python Test Q¥ ExEIX 2014-02-22 23:12:39 2014-02-24 10:49:00 () RUNNING

Displaying 1-30of 3

sat © @ M | |4 Apache Hive Editor / Job Management

| 10:46 AM



Architecture

: Flaminge Web Services D Database (MySQL)

Architecture for Multi Hadoop Cluster
D Flaminge Workflow Engine : (Shared) File Storage

# @
[ Database Database Storage
HTTP Remote Call

Flamingo in Open Cloud Engine 1

JDBC JDBC Logging
AOXRE e ;

. Ajax Call _’ Flaminge Web Services JHTTP Remote Call _’ Flaminge Workflow Engine

On Tomaat On Temcat " Monitoring
7| Thiift” . .
- HTTP .
HTTP Remote Call Rae i"k .
.

o\ -
. Job Proces '_
N ——— ’ .-'

Run a Job
Storage ‘— Agent Agent
Logging Hive Server 2 Namenode \’ Job Tracker
Database Flaminge Workflow Engine
k On Tomcat
JOBC |

) Monitoring
Thrift” RPC Fork T HTTP *. .
v "

’ 1 "

. Job Proces .
.

.~ = ’

Run a Job ~

( ] ( TAgent Agent
Hive Server 2 Namenode \’




I Future
« 7|24 O E HSEk|= Component £
- HO|H M¥X2| BE, FEZES
« AMBAFE Quota 28 SHE Aot 7|
« Hadoop 2 A&

« Amazon EMR, Rackspace Hadoop Platform & Hadoop
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I Project Information

. DRHE E10|3)

— http://wiki.opencloudengine.org/display/IN/Flamingo
* Issue Tracker

— http://jira.opencloudengine.org
« Build Server

— http://build.opencloudengine.org

* License
— Web Ul (Ext.JSE &-83ll GPLv3)
— Engine (Apache License)
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